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Abstract 
Can language model agents solve problems when no one tells them how, or even what, to 
solve? Agents are becoming reliable at well-specified tasks, but many valuable problems are 
open-ended: the path to success is unknown, or the problem itself must first be discovered. In 
this talk, I study how to evaluate agents on both kinds of problems. I first introduce CEO-Bench, 
in which an agent runs a simulated startup for 500 days in a noisy, changing market. It reveals 
distinct strategic behaviors across frontier agents, and a large gap in their ability to consistently 
plan and execute long-horizon strategy in an open world. I then introduce SWEeper-Bench, in 
which an agent must find and fix unreported bugs in real web applications. The best agent 
passes 59% of tasks, yet agents pass 96% once told what the bug is. In both settings, agents 
execute well but lack the judgment to decide what matters. I conclude by arguing that spoken 
conversation offers a scalable way to close this gap: it can capture how people think across 
diverse, real-world settings, which current training data rarely contains. 
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