
I.​ Introduction: This can be copied from the proposal. 
The project implements an existing paper, A Neural Algorithm of Artistic Style, 

one of the most fundamental papers on neural style transfer. We chose this paper 
because it uses the basic model of convolutional neural networks, which allows us to 
gain a deeper understanding of the model by accessing and modifying its architecture 
easily. Some ablation experiments include: 

1.​ Contrast model performance with various pooling operations (max-pooling, 
average pooling) 

2.​ Adjusting the number of style layers and observe its effects by visualizing the 
model’s output  

 
II. Challenges:  

The largest obstacle we have encountered so far is adapting the model 
from Pytorch to tensorflow. In terms of basic functionality, our implementation does 
not fully mimic the source code. If possible, we’d like to integrate our implementation in 
tensorflow to a more concise and efficient structure comparable to the pytorch 
implementation. For example, the feature extraction functionality was distributed 
throughout different functions in the pytorch class, but integrated as an independent 
function when we implemented it via tensorflow. This could be attributed to the fact that 
tensorflow is more static and pytorch is more dynamic in nature. 

 
III. Insights: Are there any concrete results you can show at this point? 
How is your model performing compared with expectations? 
Our model does exhibit the basic functionalities of a NST model. It reasonably 
integrates the content image and the style image to transform the content image to the 
intended style while preserving the original form of the content image. However, 
Compared to the original implementation, our NST deforms the original content image 
to a greater extent. This may be caused by a larger weight of the style layer, or the lack 
of epochs in our training. We will look more into this. 
In addition, we will visualize our model’s behavior by plotting the training loss across 
epochs. We will also present the testing loss.  
 
IV. Plan:  

1.​ Are you on track with your project?: We are mostly on track with the 
project. By this time, we have finished most of the model’s implementations by 
(1) establishing a pre-processing pipeline for style and content images (2) 
Implement the gram matrix to calculate style loss (3) extracted VGG19 layers to 
serve as style and content extraction layers (4) implemented a train function to 
train the model.  

2.​ What do you need to dedicate more time to? By this point, we have completed 
the base goal of our project. For our next steps, we will start performing ablation 
experiments by varying the layers used for content and style extraction, or the 
pooling method. We will also work on the target goal and implement 
multi-headed neural style transfer.  

3.​ What are you thinking of changing, if anything? To enhance readability of the 
code, we plan to divide the code into different blocks by functionality including the 



preprocessing step, the utilities and loss functions, the training function, and the 
main function.  

 
 
Content loss: Block5 conv4 

 
 
Content loss: Block4 conv4 

 
 
Content loss: Block3 conv4 



 
conv2_2  

 
The content that’s being modified becomes more localized, producing small area 
changes  
 
NST tf mimic torch 
Original tf:  Another copy of NST_tf.ipynb
NST cleaned w experiments  
NST torch:  NST_torch.ipynb
 
 

https://colab.research.google.com/drive/1bRefwLKMuXjbXUfZeaHu6UbG-T-p4St5#scrollTo=eZfyoZ2MPjbG
https://colab.research.google.com/drive/1EI7VMuTxHY_VBzN0HRFH0ihLEEAMRgR8#scrollTo=niNCWddgBnZn


Poster Todos: 
​Compare with the hub preload model? 
​Style-content Loss curves 

​For ablation experiment, maybe a content layer depth vs total loss curve? 
May 10th TODOS: 

​Clean code such that it is organized like pytorch  
 
 
 

 
 



 


