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Kavya sri Manthapuram
(380) 388-3683 | Saikrishna@meridiansoft.com

Innovative and results-driven Data Engineering leader with 8+ years of experience architecting scalable, AI-led data platforms across healthcare and financial domains. Proven track record in designing high-throughput ETL/ELT pipelines and Generative AI-enabled automation that delivers measurable business value, reducing infrastructure costs by 30%+, and improving data processing performance by up to 45%. Expertise in Databricks, Spark, AWS, and Snowflake, with strong focus on performance optimization, data reliability, and enabling data-driven decision systems. Experienced in bridging complex data architectures with business outcomes through automation, observability, and modern data engineering practices.
KEY SKILLS
AI & Machine Learning: Generative AI Automation | LLM-assisted Data Validation | Anomaly Detection | Agentic Workflows | Prompt Engineering | Retrieval-Augmented Generation (RAG)
Data Engineering: Apache Spark (PySpark/Scala) | Databricks | AWS Glue | Delta Lake | Snowflake Architecture | ETL/ELT Orchestration | Data Modeling | Schema Evolution
Cloud & DevOps: AWS (S3, EMR, Lambda, Athena, Bedrock) | Airflow | Kafka | CI/CD (Jenkins, Docker, Git) | Terraform | CloudWatch Monitoring | Snowflake Data Sharing
Strategic Leadership: Product-Led Data Delivery | Cost Optimization | Performance Tuning | Cross-Functional Collaboration | Agile/Scrum | Data Governance & Security
EDUCATION & CERTIFICATIONS
· Master’s in Computer Science – University of Central Missouri (GPA 3.50/4.0)
· Professional Development: Advanced Generative AI Engineering (RAG & Agentic Workflows), Databricks Academy
· Certifications: AWS Certified Solutions Architect – Associate | Snowflake SnowPro Core | Databricks Certified Data Engineer Associate|LangChain
PROFESSIONAL EXPERIENCE
AVAILITY – Jacksonville, FL (Remote) | Sr. Data Engineer | Feb 2024 – Present
Led development of a scalable provider data platform supporting multi-client healthcare onboarding, focusing on improving data quality, automating validation processes, and enabling near real-time data availability for downstream operational systems.
· Architected a Generative AI-assisted validation framework using LLMs to automate provider data anomaly detection, reducing downstream defects by 40% and accelerating client onboarding.
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· Engineered high-throughput Spark pipelines on AWS EMR Serverless and Databricks, optimizing broadcast joins and partitioning to improve processing efficiency by 35%.
· Modernized legacy ETL workloads by migrating Informatica to cloud-native AWS architectures, reducing annual infrastructure costs by 30% while enabling elastic scaling.
· Spearheaded metadata-driven ingestion for 15+ healthcare clients, leveraging Delta Lake for schema evolution and MERGE operations to ensure 99.9% data reliability.
· Orchestrated end-to-end workflows using Apache Airflow, eliminating manual dependencies and enabling near-real-time provider updates for CRM-style operational workflows.
WELLS FARGO – Dallas, TX | Data Engineer | Jan 2023 – Feb 2024
Contributed to building high-volume financial data processing systems handling millions of transactions, focusing on improving data retrieval performance, modernizing legacy architectures, and ensuring reliable data delivery for customer-facing applications
· Engineered a high-scale transaction framework processing 30M+ records, implementing advanced splitting and caching techniques to ensure sub-second retrieval performance.
· Led the migration of legacy Java frameworks to a modern Scala Spark architecture, achieving a 45% improvement
in data mining and aggregation speed.
· Optimized MongoDB & Spark integration, developing comprehensive unit tests in Scala to maintain high data integrity for critical customer statement generation.
· Implemented automated task orchestration via Airflow, streamlining batch ingestion pipelines and enhancing system resilience across distributed environments.
CAPITAL ONE – Plano, TX / Rolling Meadows, IL | AWS Snowﬂake Developer | May 2018 – Dec 2022 Played a key role in building a cloud-native data platform integrating data warehousing and real-time streaming, enabling scalable analytics, improving query performance, and ensuring consistent data availability across enterprise systems.
· Architected a Snowflake Data Warehouse and data lake, improving query performance by ~50% and reducing storage overhead by 30% through optimized clustering and time-travel policies.
· Developed Python-based Kafka producers/consumers to enable event-driven data streaming from PostgreSQL to Amazon Aurora, supporting real-time downstream analytics.
· Pioneered automated CI/CD infrastructure using Jenkins and SonarQube, maintaining 80%+ code coverage and reducing deployment cycle times.
· Designed serverless Python/Boto3 microservices on AWS Lambda to automate schema consistency checks between S3 and NoSQL databases (Cassandra/DynamoDB)
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