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Chay Model MoE 744B-2.8T Tham SO Trén Mdy Cd Nhén: Pure C ¢ Zero Dependencies ® Expert Streamed Tt Dia

GitHub Repository: https://github.com/JustVugg/colibri (~28.500 Stars)
& Tac gia: Vincenzo Fornaro (JustVugg)
€ Trang cha: justvugg github.io/colibri -9 Discord: discord.gg/FkyrEelR

1. COLIBRI LA GI & TAI SAO DANG CHU Y?

Colibri ("chim rudi" — tiéng Y) I3 mOt inference engine m3 nguf“)n m® gilp chay cac model MoE
(Mixture-of-Experts) khOng |0 — tlr 744 ty dén 2.8 nghin ty tham sO — ngay trén phan crng phO thong ban
dang co, bang cach coi 6 dia, RAM va VRAM la mQt hé thong bd nhé phan tang duy nhat (Al memory
multitiering).

o Y twdng cot 16i — "JIT cho trong s6": mdt model MoE 744B chi kich hoat ~40B tham s& m&i token, va chi
~11GB trong s6 dé thay dbi gilra cac token. Phan dense (~17B) luébn nam trong RAM & int4 (~9.9GB);
19.456 expert con lai (~370GB) nam trén dia, dwo'c nap vao theo nhu cau (streamed on demand).

e Khéng can GPU: engine chay dwoc hoan toan trén CPU; GPU (CUDA, Metal, Vulkan) chi gitip nhanh hon,
khong phai diéu kién bat bubc cho hau hét model.

¢ Pure C, zero dependency: engine chi 13 mot file .c (vai tram KB) cdng vai header nhd — khéng BLAS, khéng
can Python khi chay (Python chi dung cho bw&c convert model mét |an va API gateway tuy chon).

e 8 dong model ho tro: GLM-5.2/5.3 (744B), GLM-5.3-Flash (321B, cé vision), Inkling (975B), Kimi K3 (2.8T),
DeepSeek V4 Flash (284B), Qwen3.8-Flash-Next (125B), Qwen3.6 (35B-A3B) va OLMoE (7B) — dung chung
giao dién coli chat / coli serve / coli web.

e Giay phép: Apache 2.0. Trong s6 GLM-5.2 do Z.ai phat hanh theo MIT.

2. YEU CAU PHAN cU’'NG THEO TU'NG MODEL

Day la diém quan trong nhat can doc k§ trwwdc khi chon model — mbi dong model cé yéu cau dia/RAM/GPU
rat khac nhau, khdng model nao bat budc phai cé GPU.

OLMoE ~7GB (int8) Khong can

GLM-5.2/5.3 ~372GB 16GB tbi thiéu,  Khong can
24GB thodi mai

GLM-5.3-Flash ~195GB 25GB Khong can

Inkling ~469GB 25GB (container ~ Khéng can
int4 dense)

Kimi K3 ~1.6TB 32GB+ Khong can
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DeepSeek V4 Flash ~ ~167GB (b&n REAP 16GB toi thiéu, Tuy chon — NVIDIA GTX 10 series

1508B: ~85GB) 32GB thoai mai tr& 1én
Qwen3.8-Flash-Nex = ~185.5GB (FP8) 16GB tdi thiéu,  Khong ho tro — chi CPU
t 24GB thodi mai
Qwen3.6 (35B-A3B) ~20GB (int4-gs64) 24GB Tuy chon — 2 GPU 8GB tang tbc 7
lan

o THc dd phu thudc chill yéu vao 6 dia (vi expert dwoc stream t dfa) — nén dung SSD/NVMe nhanh; dia
quay (HDD) sé rat cham.

e Python 3 | bat budc dé chay launcher coli (b@n than engine C khéng can Python).

3. HUO'NG DAN CAI DAT ENGINE

Cach 1 — Tai ban dwng san (khéng can compiler)
H6 tro’ Linux, macOS va Windows. Tai ban dung nén tang ti trang Releases, gidi nén rdi kiém tra:

mkdir colibri && tar xzf colibri-v1.8.0-1linux-x86_64.tar.gz -C colibri && cd colibri
python3 coli info # engine ready v

Trong thw muc gidi nén cé engine (colibri, hodc colibri.exe trén Windows), launcher coli va cac script Python hd
trg — khéng can ddi tén hay cau hinh gi, coli tw tim engine nam canh né. Chi can méy da cai Python 3.

Cach 2 — Build tlr m3 ngudn

Can gec (hodc clang) kém OpenMP:

git clone https://github.com/JustVugg/colibri @& cd colibri/c
./setup.sh # kiém tra gcc/OpenMP, build, ty test

setup. sh kiém tra compiler va OpenMP, build engine va chay self-test nhd. Khi thay dong engme self-test: 32/32
(mot s6 toolchain bao 30/32 hodc 31/32 do 2 vi tri ¢6 sai s& du phdy dong rat nhd — van la két qua hop 18) 1a
engine da hoat dong dung.

Mudn c6 1&nh coli trong PATH: t&¥ ban checkout, chay pip install -e . (d3ng ky & dang editable install t& m3
ngudn, engine van nam trong c/, khéng phai mét wheel riéng).

Windows — build native (MSYS2)

Cai MSYS2, m& shell UCRT64, chay:

pacman -S --needed mingw-w64-ucrt-x86_64-gcc make git python

Ban Release cho Windows kém sdn coli.cmd — double-click dé chay nhanh, hoac gé coli.cmd chat --model
D:\glm52_i4 t& cmd/PowerShell. Tt ban checkout m3 ngudn, dung I&énh twong dwong python coli chat
--model D:\glm52_i4. Lwu y: céc file .exe |a engine, khong phai launcher — chay truc tiép ching sé khdng cé
model d& nap va ty thoat ngay.

macOS — build native
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xcode-select --install # C compiler (clang)
brew install libomp git python # OpenMP cho multithreading

4. TAl MODEL

Can 2 thtr: chwong trinh (vai trdm KB, d3 cai & muc 3) va model (hang trdm GB). Model tham chiéu chinh |2
GLM-5.2, ban d3 convert san sang int4:

e Ngudn model: huggingface.co/mastouri/GLM-5.2-colibri-int4-g64-with-int8-mtp — dung ban group-scaled
(gs64) v&i dau MTP int8, khodng 372GB.

¢ Canh bdo quan trong tlr tac gid: khéng dung céc ban mirror int4 per-row cl (mateogrgic/..., jinsrk/...) —
README ghi rd cac ban nay do dwoc chat lwong kém hon ~9 diém phan trdm va |a nguyén nhan gbc cla
|6i model lap suy luan v6 tan da dwoc bao cdo trong repo.

Hodc tw convert tlr ngudn FP8 — mot I&nh c6 thé chay lai (resumable), khdng can d 756GB tréng cung ldc:

./coli convert --model /nvme/glm52_i4 # tdi + convert theo tWng shard

5. CHAY MODEL

COLI_MODEL=/nvme/glm52_i4 ./coli chat # tw nhé&n dién RAM budget, cache va MTP
COLI_MODEL=/nvme/glm52_i4 ./coli plan # xem truwdc cach phan bd VRAM/RAM/dia
COLI_MODEL=/nvme/glm52_i4 ./coli doctor # kiém tra sé&n sang (read-only)
COLI_MODEL=/nvme/glm52_i4 ./coli doctor --deep # kiém tra k§y hon (shards/mirror)

COLI_MODEL=/nvme/glm52_i4 ./coli tune # do va lwu clu hinh chay nhanh nh&t an toan cho may
nay

./coli web --model /nvme/glm52_i4 # API + dashboard, ty m& trinh duyét

./coli serve --model /nvme/glm52_i4 # API + dashboard, khéng m& trinh duyét (headless)

Mudn chay model khac chi can build engine twong (rng mOt 1an rdi tréd COLI_MODEL sang ding thw muc — cu
phap dong Iénh khdng doi gilra cac model:

make -C c glm # GLM-5.2
make -C c inkling # Inkling
make -C c¢ kimi_k3 # Kimi K3

COLI_MODEL=/nvme/glm52_i4 ./coli chat
COLI_MODEL=/nvme/inkling_i4 ./coli chat
COLI_MODEL=/nvme/kimi_k3 ./coli chat

6. CHE PO CLUSTER NHIEU MAY (TUY CHON)

Cho phép nhiéu may Mac cling chay mdt model: mdt may diéu phdi (coordinator) gilr token generation, routing
va trang thai KV, cac may worker khac thuwc hién phan expert FFN da dwoc route téi.

./coli cluster coordinator --host 0.0.0.0 --port 8765

Trén mbi may worker (cén c6 cung ban model d3 convert):

./coli cluster worker --model /nvme/glm52_i4 --port 9100 \
--coordinator http://COORDINATOR:8765 --advertise-host WORKER_IP

Chay coordinator kém ché dd do tim tw dong, hodc chi dinh tinh danh sach worker qua --cluster-workers
HOST:PORT,...:

./coli serve --model /nvme/glm52_i4 \
--cluster-coordinator http://127.0.0.1:8765
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7. TAI LIEU CHUYEN SAU & LUU Y

T T

Benchmark, s6 liéu cOng déng docs/benchmarks.md
Tinh chinh (tuning), learning cache docs/tuning.md

Build Windows 11 native (+ CUDA docs/windows.md
DLL)

Backend CUDA, téng expert VRAM docs/cuda.md

Backend Vulkan (moi GPU, ké ca docs/vulkan.md
AMD qua RADV)

Backend Metal cho Apple Silicon docs/metal.md

API twong thich OpenAl, dashboard docs/api.md
web

Bién méi trwdng day dd docs/ENVIRONMENT.md

o O dia tht hai (dual-SSD): néu cé 2 SSD, d&t ban copy day di clia model 1én 6 thi hai dé doc song song
tlr cd 2 0, tdng bang théng toOng — kich hoat bang bién COLI_MODEL_MIRROR (xem README, muc
“Dual-SSD").

¢ O_DIRECT trén NVMe that: th(r bat DIRECT=1 — c6 thé téng tdc decode dang ké& trén 6 c6 DRAM cache,
nhwng tuy & dia nén can do thlr trén may clia ban.

¢ Can than v&i repo/model gia mao: chi nén clone tlr ddng github.com/JustVugg/colibri va chi tai model tlr
cac link Hugging Face dworc liét ké chinh thirc trong README — README cla repo tw canh bdo cé nhirng
ban mirror model chat lwgng kém hon dang Iwu hanh, khéng phai do fork ma ngudn gid mao ma do
model dwoc convert khéng dung cach.

Chiic ban nuéi "chi chim rudi” chay dworc ca nhiPng model hang trdm ty tham sé trén chinh mdy ctia minh!
© Kénh Al M&i Ngay | Hwdng dan Al & Linux Tw Dong Hoa
N&i dung ky thudt téng hop tir tai liéu chinh thire cla repo github.com/JustVugg/colibri.
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